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The real world is uncertain and never matches
simulation:

Dynamics are uncertain:

Unstructured environments: varying terrain, friction,

temperature

System degradation over time: wear and tear

Yet we expect performance to keep improving:

Manufacturing: faster cycle times

Racing: lower lap times

Learning cannot stop at deployment.



Outline Y i

1. Learning from Successful Trajectories: Safe Information Theoretic
_earning Model Predictive Control (SIT-LMPC)

2. Learning from Failure: Failure-Aware lterative Learning (FAIL) of

State-Control Invariant Sets
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SIT-LMPC - Problem Motivation e
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Goal: We seek a policy that

a. lteratively improves with experience
b. Guarantees safety by complying with:
a. State constraints in horizon.
b. Terminate in the set of previous
trajectories (safe fallback).

c. Works for nonlinear stochastic dynamical
systems with any constraints

Lap: 5

-1 4 =—— Closed-loop trajectory ® SS -8~ Predicted Trajectory

Existing approaches sacrifice at least one point. i == & 4 5 y ; :

5
Image Source: https://github.com/urosolia/RacingLMPC



SIT-LMPC - Problem Statement s

Discrete-time nonlinear stochastic dynamical system .

vk +1) = f(z(k), u(k), w(k)), =(0) = o,
Bzaumppdsns:
e i.i.d bounded disturbance

—l 4% l‘ o

e Require:

e Require:




Infinite Horizon Optimal Control R Coieering

Minimize expected running cost 7(z (k),U( )) for all tlme

J(zo,u(-)) =E Z r(x

Infinite Horizon Optimal Control Problem

J*(zg) £ ] J(xo, u(- 3
(JO> U()Iél}r(lﬁo) ('LO U( )) ( a)
subject to
z(k +1) = f (x(k), u(k),w(k)), keZy, (3b)
r(0) = g€ X, (3c)

r(k)e X, ulk)elUd, kelZ,, (3d)



Proposed Approach - Overview N Eoterin
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Restart Task

Trajectory : ‘ Trajectory
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Target Set Reached




Safe Sets oYk
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Convert to stochastic FTOCP using robust safe-sets, Rosolia et al. (2022):
1. Robust control invariant set w.r.t the dynamics and disturbance
\V/.’I}tESt(.’IJg), V’U}tEW, }

H’UJt = U, Tty1l = f(a;'t,ut,wt)

St+1(.7}°8) = {l‘t+1 eS

2. Sampled safe set defined by the union over successful trajectories
S'&{x'(k):i€T' and k€ Z}

3. Practically, we use the convex safe set S’

Rosolia, Zhang, and Borrelli, IEEE Transactions on Automatic Control, 2022. 9
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Finite Horizon Reformulation

Resulting stochastic FTOCP:

(t+T—1
Jimpc (wl(t)) = mlinE Z h(xiqta u§<;|t) T Vl(:L’iJth)]

Yie | k=t
subject to

$§<3—|—1|t — f($§c|t7u§g|t7wl(k)>7 k€ {t 7777 t+ 1 — 1}

xé]t = xl(t)a
xﬁdt = X, u§<:|t ceuU a.s., k = {t ..... t+ T — 1},

l [—1

Cost-to-go V'(«}, ;) learnt from the safe-set
We solve this problem using sampling-based MPC - MPPI specifically

10
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1. Projection trajectories and control onto constraint sets
o Expensive in higher dimensions
2. Ultilize differential flatness for fast projection
o Constricts the problem to specific class of dynamical systems
3. lterative sampling, fixed high-cost for violations
o Computationally expensive, conservative
4. Control Barrier Functions as safety filters and a cost term
o Need a valid CBF or to learn one

11



Penalty MPP! el
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We convert the problem into an unconstrained problem using exterior penalty functions on the constraints:

] 800 20+
2500 ] ot
2000 ] 600 12
§ _— 2]
et + 400+ — y10-
200 . %
. 4
| z I
5 o 0 ] 2 5 - 0 ] 5 0 0.5 1 15 2 25 3
t t t
i) = @ on_J O fort<O
() = kt® fort >0
The resulting cost function changes to:
B!
; g i I e L,
ml1rnIE Z (r (xklt,uk|t) + )\Xd)((xk“))—FV <$t+T|t) + Agidgi (xHT't
U
|t | k=%

12



Penalty Functions Wi
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e Define the set-distance function
dist(x, C) £ infyec {||lz — yll,}

e Define distance to each of the constraint sets
dcsl—l (w) é dlSt(CE, CSl_l)
dx(x) = dist(x, X)

e Assign each a corresponding non-negative penalty multiplier Ax and Agt

13



Penalized Problem Formulation R Coieering

e Resulting penalized problem

L, L Ly
JsIr—MmpC (t, 77 (t), “-|t)
t+T—1

; (7” (f’fiw kzlt) + Axdx(z k|t)> + = ( t+T|t) t Asidg: (l’i’;m)}
=t

A -

= min K
by

-|t

subject to xi{’;rw = F (x%t,ug"t,wlr(k)) , kelt,...,t+T —1],

u

- -
T =7 "(t)

Weu kelt,...,t +T —1].

e Key question: How do we select Ax andAgt ?

14



Optimizing for Penalty Parameters »

ldea: sample X € A = [0, \22%] x [0, A\22x ] solve P-MPPI problems in parallel
X CS

Each MPPI solves the penalized MPC problem

(t+T—1

min E Z (r (a:?{’"lt,u%t) + /\de(xiﬁt))—i—vlr (xf;Tlt) + Asidg: (:sz;ﬂt)]

& | k=i

Filter out only feasible solutions from the P-MPPI solutions
={AeA: 2, eX, ke{t,...,.t+ T} il €CSTHY, leZy, tely.

Of feasible solutions, select one that minimizes the cost
argmin Z (T (xgclwuiqt) T )‘de(xku))Jer ( ft+T|t) + Astds (xilﬂt)
5

Fully parallelizable on the GPU while balancing optimality and safety
15



AP-MPPI in Action e
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o |dea: sample X € A £ [0, A\3*] x [0, A7, ] solve P-MPPI problems in parallel

eeeeeeee

16



Adaptive Penalty Parameters y =
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e Visualizing the individual costs and resulting trajectory



https://docs.google.com/file/d/1BLj9paaoSDb5dl4o2wk5qt-LSAH_R4Fl/preview

Cost-to-go of Sampled Trajectories

&y
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e How do we evaluate V! (x, u'" (-)) for sampled trajectories?
o Can’t use convex combination of values in the safe-set

- 60

VLP(XT) =20.70

18



Cost-to-go of Sampled Trajectories

e We need to extrapolate V' (z, u!"(-)) outside the safe-set

- 60

)

Vi(x7) + 10 des-1(xT)
~ 20.24 +10(0.000) = 20.24

&y

Penn _
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e Due to stochasticity of the system, V' (z,u'r(-)) is a random variable
o Learn the distribution using a Normalizing Flow (NF)
m Richer modelling of distribution compared to gaussian priors

0.40 - 0.40 -

0.00 0.00 =
2
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Learning - Visualized Bt e
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e Due to stochasticity of the system, V' (z,u'r(-)) is a random variable
o Learn the distribution using a Normalizing Flow (NF)

0.06 - |V Oey) =33.12
XA 0.03 - :
0.00 - | T .

0.10 - 'Vi(xg) = 22.44
\ |
0.05 - Ny
] b . 4
0.00 - !
0. NVh(xc)=7.08
A 0.15 - :
|
0.00 + ! . . .
0 20 40 60




Learning - Visualized y =
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e \isualizing the learnt value function



https://docs.google.com/file/d/1HkKBFslRqT1yRkMn9Yrl9KQ41UuazoWm/preview

Experiments oy b ointeri

We compare with two baseline LMPC Algorithms

System Optimization Constraint
Type Method Enforcement
LMPC Deterministic  Gradient-based Solver Solver Enforced

Constant Penalty
Parameter

Importance Sampling  Online Adaptive
(MPPI) Penalty Parameter

ABC-LMPC Stochastic CEM Sampling

SIT-LMPC (our method) Stochastic

23



SIT-LMPC Sim Results N Eointeri
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Outperforms Gradient-Based LMPC even for linear systems

Laptime vs. Iteration, Map 4

30"1 e S|T-LMPC (MPPI) Point Mass Simulation
ABC-LMPC (CEM) 40 *  Start Position
. | MPC %  Goal Position 5
25 o
E 27’8 [ obstacle
§ 20 ’ \ Initial Trajectory 4§
20 Final Trajectory )

0 20 40 60 80 100
Iteration

/ N T
V4 \
V4 : \N °
//g N 3
~ 0 % N
15 R
0 2 0 60

0 4 80 100

24



SIT-LMPC Sim Results - Continued

Outperforms CEM-Sampling LMPC

Laptime vs. Iteration, Map 1

e SIT-LMPC (MPPI)
ABC-LMPC (CEM)

0 20 40 60 80 100 120 140
Iteration
. 29.5
" (7 N\
| 29.0
60 -
28.5
40 A 28.0
27.5
20 4
27.0
01 K 26.5
AN I)n ;\ ’)I(\ AIn

25

Laptime vs.

Iteration, Map 2

e SIT-LMPC (MPPI)
» ABC-LMPC (CEM)

0 20 40 60 80 100 120 140
Iteration

80 - 28.75
28.50
60 - 28.25
28.00
04 27.75
27.50

20 1
27.25
0 - 27.00

z':n ;n ")n r'\ ')In
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Laptime vs. Iteration, Map 3
e S|T-LMPC (MPPI)

125
ABC-LMPC (CEM)
100
(0]
£
% 754
o |
50
\
25
0 20 40 60 80 100 120 140
Iteration
21
20
19
18 25
_/'m _-Im r'\ -)In A'n ;;In



Ablation Studies

Outperforms all other variants
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Ablation Studies, Laptime vs. Iteration, Map 2

24 MPPI+NF+AP 24 e CEM+NF+AP
(SIT-LMPC) esm» CEM+NF
MPPI+NF e CEM+BNN+AP
22 hi 22
(high penalty) CEM+BNN
I\I/IPPI+NF| (ABC-LMPC)
20 (low penalty) 20
) amm» N PPI+BNN+AP
E MPPI+BNN
518 18
ccS
|
16 va— » 16
14 14 Mg
®
12 12
0 25 50 75 100 125 150 O 25 50 75 100 125 150
lteration Iteration

26
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SIT-LMPC - Real World Experiment




SIT-LMPC - Experimental Results Y
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Boundary Violation vs. lteration, Real World Laptime vs Iteration, Real World

890 e S|T-LMPC 50 e S|T-LMPC
e ABC-LMPC ABC-LMPC
c 45
2 0.15 0
5 o 40
= 0.10 =
> 2 35
© _
=
S 0.05 30
O
o0

25
0.00
0 1 2 3 45 6 7 8 910 11 12 01 2 3 45 6 7 8 9 10 11 12
lteration lteration

Safe Performant

28



ABC-LMPC - Experimental Results ~ %¥iiiioi,
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https://docs.google.com/file/d/1g6ONjhMmKXBZb0pHOrW18MX9u-s2eq_A/preview

SIT-LMPC - Experimental Results oY Ecamtering
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https://docs.google.com/file/d/1g6ONjhMmKXBZb0pHOrW18MX9u-s2eq_A/preview

SIT-LMPC - Numerical Results Yy
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https://docs.google.com/file/d/1g6ONjhMmKXBZb0pHOrW18MX9u-s2eq_A/preview
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Bonus - Obstacle Avoidance



https://docs.google.com/file/d/1VxcZO9jpzpHVO-FRWn5I0zzqOqw_cxCR/preview

SIT-LMPC Assumption s

e SIT-LMPC assumes knowledge of model’'s dynamics

Ly I Ly
JsiT-mpC (t, 27 (t), u-lt)

t+T-1
= minE rz <7’ (IZIt lclt) +Axdx(z k|t)) tV ( t+TIt> AR ( iiFTIt)]

b T k=t

§~c+1|t _f( Thejes fut wlr(k))a BE [Byoens t+T—1],

L Ly
a:t’t = (1)

subject to

uk|t€Z/{, EElt .-, t+T —1].

e Key question: What happens when we do not know the dynamics?
o We resort to using estimates of the dynamics

~ 1 e (2l [ [
L1t — f($k|t7uk\t7w (k)),

33



SIT-LMPC Assumption st 0
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e Will solve for controls that terminate in the safe-set given the model

34




Model Mismatch i
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e Model mismatch results in a realized trajectory that violates constraints

-

’/ :: :~: =
ﬂ/ A\ N\
o —_— \ 10 - —_—
\\~ ~
\ R
A\ N
\ \ \ N\
\ | >(‘<\l 0- OY x
e '
o’ |
e | CS
4 ~10- =
______ | / ~15 0 15
/,' % il
/Il
_ /
//

o7 35
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e Potential remedy is to further robustify against parametric uncertainty

Removing
invariant states!

36




Ambiguity of Failure N Eointeri
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e Can we classify “unsafe” set of states that lead to constraint violation?
o Ambiguous — for the same state, some actions are safe, others no
m Need a way to distinguish between states and controls

u(0)=-3 u(0)=-5

20

%1 X1

37
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e The result can be ugly...

’

MPC (conventional)

x0.5

e Can we learn to avoid repeating these failures?
38


https://mayataka.github.io/mayataka/
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A Look Back - Control Invariance Engincering
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o Aset C C X, is control invariant if Vo € C, Ju € U(x)
such that f(z,u) € C.

10 .,!/,//' 10 .///////'

0 \ V, 0 \

| \ | \
—-10- —-10

=15 0 15 -15 0 15

T
T9

40



Maximal Control Invariant Set 2N b ontering
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e The Maximal Control Invariant Set (MCI) is the largest such set.
o Can be computed by recursion with the predecessor operator:

Pre(Q) = {:1: c R" :|Fu e U(x)|s.t. f(z,u) € Q}

Dy =Pre(@Q) N, kE€Zy. can only tell us that a control input
= exists, not which ones are safe!

g 0 b Start from the
state constraints

-10
-15 0 15
Zy

Repeat the predecessor calculation. 41



State-Control Safety »

e Safe sets of states only state that a safe control input exists at a state
o Need to quantify which control inputs are safe and which fail

e Consider constraints in state-control space

Za{zeR"™M 1 xeX, uel(z)}

e Afailure is a state-control pair whose next state violates constraints

XxU
— Failing trajectory
Violated Halfspace x; < 15
Exit point

R
SN ° N \C I OO N
N

42
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State-Control Invariance

e Aset C C Z is state-control invariant if for every 2 € C, there
exists a u™ € R™ such that [f(z,u)T (u*)T] eC

43



Maximal State-Control Invariance oy b ointeri

e The Maximal State-Control Invariant Set (MSCI) is the largest such set.
o Can be computed by recursion with the predecessor operator:

Pre.(Q) £ {z e R"=*™ : Jut e R™s.t. [f(z,u)’ (u‘*)T}T € Q},

State projection

u 10 -

5 10 ~

43 ~10-

-15 0 15
X

15 X]

Qo 6 halfspaces 4



MSCI Includes the MCI and More Y
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Safe states Safe inputs

e Projecting away the control recovers the e At each safe state, the section lists every
largest region from which safety is achievable control that preserves invariance, not just that
(MCI). one exists.

Zx
I(Z)
- = MPT3 ¥,

45




MSCI Includes the MCI and More y

UNIVERSITY 0 f PENNSYLVANIA

Safe states Safe inputs

e Projecting away the control recovers the e At each safe state, the section lists every
largest region from which safety is achievable control that preserves invariance, not just that
(MCI). one exists.

State projection

10-

-10-

~15 0 15
X1

Uz (x)=[-5.00, —2.00]

Zoo

46
The state projection gives invariant states; sections give admissible invariance-preserving inputs.
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Learning from Failure Bt earn
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e MSCI computation still requires a dynamics model f(Zix, Uik );
o Can we avoid that?
m Yes - by learning from failing trajectories/demonstrations

State projection and stored trajectory

10 -
U

\\\ \ 5

;l 0- \\\( 0

=5
-15

._10 i
=15 0 15

X1
47
11 halfspaces in the current polytope



Learning from Failure N Eointeri
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e From failed trajectories, we can learn, model-free constraints that
separate failing state-controls from safe state-controls
o (Guaranteed safety for linear systems with polytopic constraints

1. Adjust the offset Blue: candidate set Dashed: MSCI / MCI reference
Red: wrongly removed region

MSCI region wrongly removed State projection

u 10-
b 0-
-10- ¢
—15 0 15
X1
Za;—s
10 i j
X2 51 5.00
"5; 2 -2.50
% 3 -1.25
E . ;
-10 0 10

a'z<g - |
a;=[0.25, —0.75, =750 Trial offset: 10.00

48

Changing the offset translates the boundary; the normal is held fixed.
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Remove Just Enough B e
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e Practically - remove the “right” amount of state-action pairs

1 AdeSt the offset Blue: candidate set Dashed: MSCI / MCI reference
Red: wrongly removed region

MSCI region wrongly removed State projection

u 101 s
\\‘\\
\\
o A
" 0- 5 :
\\
\\\
-10- S—
-15 0 15
X1
0 o, c Zaj—s
X2 51 -5.00
et
B 2 -2.50
=4
£ -1.25 |
-10 0 10

a7z<3 -
a;=[0.25, —0.75, ~07517 Trial offset: 10.00

49
Changing the offset translates the boundary; the normal is held fixed.



The Linear System Case oy b ointeri

For the rest, we will consider a linear system with polytopic constraints
r(k+1) = Ax(k) + Bu(k),
P={zeR"™ ™ : H, z<h,},

The predecessor operator is then

Pre, () = {z € R™*"™ : Ju* s.t. |[(Ax + Bu) ' (qu)T}T c 0},

or equivalently

Pre,(Q) = {zeR" ™™ A B|zell,(Q)}

50
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e Learn the halfspaces of the predecessor of the current polytope
o Start by defining the current iteration’s polytope of constraints

Py = {zeR"% . H' 2 < hl},
with Xy = 11, (7)5): {ZE e R" HIfTOJ T S gproj}
e Our goal is then to learn Pre, (P, ) from failing trajectories

e For the j-th constraint in Pre, (P,), our target is then | own!

S =1 —1
Need 51




Failure Aware lterative Learning

e (ollect a trajectory ending with a failure, such that

A

e From this trajectory (and others), we have

/ =

Zg € Pg_l and
_Z(tlyT_
z(t2) "
, e RP*P, s =
Z(tp)T

(

_}J’E 1

proj

(HED; z(tp+1)

proj

Pre, (Pg_1 ),

((Hppop)j x(ti+1)

proj

(Hproj )j #(t2+1)

proj

J

Penn
Englneerlng

e RP,

)i |A YB]Z:

52



A Linear Regression Yy

e We can rewrite ajT (t) = (H: 1), A B|z(t)

proj

= (Hpoi)j 2(t+1),
e S0 S = ZCL;-<

e Therefore, we can learn the halfspace with the linear regression
~ % —1
a; = a; = /S

e T[hen, we can update our polytope

53
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Multiple Updates per Falilure Engincering
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e One failure informs more than one update to the polytope

The final trajectory: halfspace 1 of 3 Dashed outline: MSCI reference

State projection and stored trajectory

].0 9 ‘\\
S u
\ \\ |
:l 0 | \\ 0
-5
15
_10 4
=15 0 15
5%

11 halfspaces in the current polytope

; . i . 54
Recheck the same trajectory after each update; continue until it reveals no new failures.



Learning the Safe Set from Failures
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FAIL is a model-free algorithm that carves the initial set XxU down to
the true MSCI from failing trajectories

position p

15

10 1

-10 -

=15

Safe altitude @ v=7

Learning the safe set from failures

velocity v

10 -

—10 4

Safe set carving

[initial set X x U]

N
AY
\
A\
\
\
\
\
\
\
A
\
\
\
\
\
\
\
g i .
[ learned safe set \\
- = true MCI;
T T T T T T T
-15 -10 -5 0 5 10 15

position p

MCl; (p,v,a)

95



FAIL Converges to the True Set el
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Monotone Model-free Finite
Sets only shrink; learned Each halfspace is recovered from Terminates once no admissible
halfspaces never exclude a truly failing data alone, not from (A, B). trajectory exits the learned set.
safe pair.
/5 flying... t
X xU _ X xU
5afe set (phase plane
Learned Py Learned Pg
o z. _- e o 2. I
. D R
\ I AN 4 \ I \\ 4
\ | & } \ | N
N N NP N
N N [ 2 \ I3
oy R R e Wil b -
R - u I\ e~
Iy Ml \ 0 \ \
\\ ! '\|\ \\ | | \ ﬁ
\ :/4"\\“\‘~\ N i :! .
/l ~
\/" : .\‘ T‘\\"' ; o
S \,\\ﬂ \JI:
\\\ ,' \\ ‘\l 10
N .
—-15

) -5 0 5
position p

56




Learning Captures Safe Controls W
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e (Can sample controls from the learnt set and guarantee safety at any
state in the learnt set - no filtering needed!

State Constraints X’
104 I1,(Py)
— 1200 non-failing trajectories
initial states xq
5
S0
. 5 R
- l 0 J

~15 ~10 -5 0 5 10 15 57




Learning Captures Safe Controls 2N Eoiterin
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e (Can sample controls from the learnt set and guarantee safety at any
state in the learnt set - no filtering needed!

16 vehicles - inputs drawn from U (x), the learned section - 0.2 s flown - left the set @

)-r’

= in flight = left the set

58



Thank You! ik

Questions?

SIT-LMPC WVebsite
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Non-convex Constraints Bt
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Planar point mass around a unit disk

Joint slice: (vy, vy) =(1,0), a, =0 State projection: (vy, vy) = (1, 0)

Slice of Q, -
Obstacle: p? +p2 < 1 1

L >

= |

5 3

ﬁF/ 5 2 ] |

I L) S ‘

ol ° 8 2
g g " |

= sl 1

3 N > !

\a Q—l- ;

i,
_3 L T T T T T T — 77]‘
-3 -2 -1 0 1 2 3
P (position)
Projected Q,
Excluded by the dynamics 60

Physical obstacle: radius 1



Non-convex Constraints Ary
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Position slices of the state projection

Velocity (v, vy) =(-1,1) Velocity (vy, vy,) = (0, 1) Velocity (vy, vy) =(1,1)

—
L
L

Py (position)
(@]
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Projected Q, Excluded by the dynamics Physical obstacle: radius 1
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Nonlinear Dynamics - Short Horizon

DMC cart-pole swing-up * MujJoCo rendering + H=5
Dashed lines: cart body envelope (center limit £1.8 m); arrows: force
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